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Abstract. Artificial Immune Systems (AISs) are biologically inspired
problem solvers that have been used successfully as intrusion detection
systems (IDSs). This paper describes how the design of AIS-based IDSs
can be improved through the use of evolutionary hackers in the form of
GENERTIA red teams (GRTs) to discover holes (in the form of type
II errors) found in the immune system. GENERTIA is an interactive
tool for the design and analysis of immunity-based intrusion detection
systems. Although the research presented in this paper focuses on AIS-
based IDSs, the concept of GENERTIA and red teams can be applied
to any IDS that uses machine learning techniques to develop models
of normal and abnormal network traffic. In this paper we compare a
genetic hacker with six evolutionary hackers based on particle swarm
optimization (PSO). Our results show that genetic and swarm search
are effective and complementary methods for vulnerability analysis. Our
results also suggest that red teams based on genetic/PSO hybrids (which
we refer to Genetic Swarms) may hold some promise.

1 Introduction

Intrusion detection [11,12,13,14,18,19,21,22] can be viewed as the problem of
classifying network traffic as normal (self) or abnormal (non-self). Researchers
in this area have developed a variety of intrusion detection systems (IDSs) ba-
sed on: statistical methods [18,19], neural networks [3], decision trees [2], and
artificial immune systems (AISs) [1,6,7,11,12,13,15,16,23,26]. One of the primary
objectives of machine learning is to develop a hypothesis that has low error and
generalizes well to unseen instances [20]. There are two types of error associated
with the hypotheses developed by any learning algorithm [19,20]: false positives,
known as type I errors, and false negatives, referred to as type II errors. In the
context of network security, type II errors represent ‘holes’ [12] in an IDS.

Since type II errors do exist in IDSs, a dilemma associated with IDS design,
development, and deployment is, “Does one try to identify and/or patch holes
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in advance?” Or “Does one allow the hackers to identify the holes and only then
try to patch them?” In this paper, we demonstrate how GENERTIA red teams
(GRTs), in the form of genetic and particle swarm search [5,17], can be used
to discover holes in IDSs. This information can then be used by the designers
of IDSs to develop patches or it can be used by an IDS to ‘heal’ itself. This
research is motivated by the fact that cyber-terrorists are now turning towards
automated agent-based warfare [14,19,24]. The GRT can be seen as a ‘white-hat’
hacker agent.

The GRTs presented in this paper are part of a larger system named Ge-
nertia which contains two sub-systems based on evolutionary algorithms [5]: a
Genertia blue team (GBT) and a GRT. The objective of the GBT is to design
AIS-based IDSs that have high attack detection rates, low error rates, and use a
minimal number of detectors. The objective of the GRT is to analyze IDSs and
provide feedback to the GBT. Figure 1 shows the architecture of GENERTIA for
a host-based IDS. The GBT is used to design an IDS based on input from the
network manager. After a preliminary host-based IDS has been designed, the
GRT performs a strength and vulnerability analysis of the IDS, based on the
input specifications of the network manager. The GRT analysis results in infor-
mation concerning the relative strength of detectors (labeled as RSD in Figure
1) comprising the IDS as well as a list of vulnerabilities (holes in the IDS). This
information is then given to the GBT to be used to re-design the IDS.

Fig. 1. Architecture of GENERTIA for a Host-Based IDS

2 AIS-Based Intrusion Detection Systems

A number of researchers [1,6,12,13] have developed artificial immune systems
(AISs) for networks in an effort to protect them from malicious attacks. A typi-
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cal AIS-based IDS attempts to classify network traffic as either self or non-self
by allowing each host to maintain and evolve a population of detectors. The
evolutionary process of these detectors is as follows.

Initially, for each host, a randomly generated set of immature detectors is
created. These detectors are exposed to normal network traffic (self) for a user-
specified amount of time (where time is measured in packets), timmature. If an
immature detector matches a self packet then the detector dies and is removed1.
This process of removing immature detectors that match self packets is referred
to as negative selection [11,12].

All immature detectors that survive the process of negative selection become
mature detectors. Thus, mature detectors will typically match non-self packets.
Mature detectors are also given a user-specified amount of time, tmature, to
match mmature non-self packets. This time represents the learning phase of a
detector [11,12]. Mature detectors that fail to match mmature non-self packets
during their learning phase die and are removed from the detector population. If
a mature detector matches mmature non-self packets during its learning phase,
a primary response (alarm) is invoked.

Once a mature detector sounds an alarm, it awaits a response from the net-
work administrator to verify that the detector has identified a valid attack on the
system. This response is referred to as co-stimulation [11,12]. If co-stimulation
does not occur within a prescribed amount of time the mature detector will die
and be removed from the detector population. Those detectors that receive co-
stimulation are promoted to being memory detectors and are assigned a longer
life time of tmemory. Memory detectors invoke stronger (secondary) responses
when they match at least mmemory non-self packets (where usually mmature >
mmemory).

2.1 Advantages Offered by AIS-Based IDSs

There are a number of advantages to using AIS-based intrusion detection. One
advantage is that they provide a form of passively proactive protection via nega-
tive selection. This enables an AIS-based IDS to detect novel attacks. Another
advantage is that AISs are systems that are capable of adapting to dynamically
changing environments. As the characteristics of self traffic change over time, a
properly tuned AIS will be able to effectively adapt to the dynamically changing
definition of self. Finally, the detectors evolved by AIS-based IDSs can easily be
converted into Snort or tcpdump filters. This is especially true when constraint-
based detectors are used [15,16,26]. These constraint-based detectors are easy
to understand and can provide network administrators with important forensic
information when new attacks are detected.

1 Any time a detector is removed from the detector population it is automatically
replaced with a randomly generated immature detector. This keeps the size of the
detector population constant.
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2.2 A Disadvantage of Using AIS-Based IDSs

A disadvantage with the use of AIS-based IDSs2 is that, at present, there is
no way to know exactly what types of attacks will pass through undetected.
However, a number of techniques have been developed to reduce the size of
potential holes [1,7,12] but none of these can be used to alert the designer or
users as to the types of attacks that will go undetected by the AIS. In the next
section we demonstrate how quickly a GRT can discover holes in an AIS-based
IDS.

3 The GENERTIA AIS

As stated earlier, the purpose of the GBT is to develop an AIS in the form of a
set of detectors to catch new, previously unseen attacks. The purpose of the GRT
is to discover holes in the AIS. As shown in Figure 1, the AIS communicates with
the GRT by receiving ‘red’ packets in the form of attacks from the GRT and
returning the percentage of the detector set that failed to detect the ‘red’ packet,
referred to as the fitness of the ‘red’ packet. The preliminary results presented in
this paper are based on a single host-based IDS. However, these results can be
generalized to a network where each host has an instance of GENERTIA running
on it.

3.1 Representation of Packets

For our AIS, packets are represented as triples (which we will refer to as data
triples) of the form (ip address, port, src), where ip address represents the
IP address of the remote host, port represents the port number the receiving
host, and src is assigned to 0 if the packet is incoming or 1 if the packet is
outgoing.

3.2 The Representation and Behavior of Detectors

The AIS maintains a population of constraint-based detectors of the form: (lb0

.. ub0, lb1..ub1, lb2..ub2, lb3..ub3, lbport..ubport, src)3, where the first 4 in-
tervals represent a set of IP addresses, the fifth interval represents the lower and
upper bounds on the port, and where src is 0 to denote that the detector should
be used on incoming traffic or 1 to denote that the detector should be used on
outgoing traffic.
2 Actually, this is the case with all IDSs that operate by building a model of self/non-

self.
3 Notice that detectors based on the above representation can be viewed as constraints.

Thus, a detector population can be viewed as a population of constraints where
self corresponds to a set of all solutions (data triples) that satisfies the constraints
and where non-self corresponds to the set of all solutions that violate at least one
constraint. Therefore the intrusion detection problem can be viewed as a distributed
constraint satisfaction problem [25].
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An any-r intervals matching rule [15,16,26] is used to determine a match
between a data triple and a detector. That is, if any r numbers representing
a data triple fall within the corresponding r intervals of a detector then that
detector is said to match the data triple. For the experiments presented in this
paper, r = 3.

If an immature detector matches a self packet then it is first relaxed by
splitting it into two parts based on where the self packet intersects an interval and
randomly removing either the lower or the upper part. This relaxation method
is based on the the split-detector method [26].

In our experiments, if an immature detector fails to match a self packet after
being exposed to timmature = 200 self packets then it becomes a mature detector
and is given a life time, tmature, that insures its survival for the remainder of
an experiment. If a mature detector matches a self packet it is relaxed using the
split detector method. For our experiments, the values for mmature and mmemory

were set to 1.

4 Genetic and Swarm-Based Red Teams

The GRTs compared in this paper come in the form of a steady-state GA and
six variants of particle swarm optimization [17]. Each of the seven GRTs evolved
a population of 300 data triples. The fitness of a GRT data triple was simply the
percentage of detectors that failed to detect it. For each cycle of the GA-based
GRT, the worst fit data triple was replaced by an offspring if the offspring had a
better fitness. An offspring was created by selecting two parents from the GRT
population using binary tournament selection [10] and mating the parents using
the BLX-0.5 crossover operator [8]. By using a steady-state GRT, the 300 best
‘red’ data triples will always remain in the population.

The swarm-based GRTs evolved a swarm of 300 particles where each particle
contained: (a) a p-vector that recorded the best ‘red’ data triple that it has ever
encountered, (b) a p-fitness value which represents the fitness of the p-vector,
i.e. the percentage of the detectors of an AIS that failed to detect it, (c) an
x-vector that recorded the current data triple that particle was visiting, (d) an
x-fitness that recorded the fitness of the x-vector, and (e) a v-vector (velocity
vector) which when added to the x-vector results in a new candidate ‘red’ data
triple. The swarm-based GRTs were instances of the canonical PSO [4] where

offspring were created as follows:
vid = vid + ηcϕc(pid − xid) + ηsϕs(pgd − xid)
xid = xid + vid

Where vid represents the dth component of the ith particle’s velocity vector,
ηc and ηs represent the learning rates for the cognition and social components,
ϕc and ϕs represent random numbers within [0..1] for the cognition and social
components, and g represents the index of the particle with the best p-fitness in
the neighborhood of particle i. Based on the suggestions of [4] the four swarm-
based GRTs use asynchronous updating. Thus, each time a particle is updated
the newly form x-vector is submitted to the AIS-based IDS where its x-fitness
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is assigned a value. The values of ηc and ηs were set to 2.3 and 1.8 according to
[4].

The distinctions of the six swarms (denoted SW0, SW0+, SW1, SW2, SW3,
and SW4) are based on: neighborhood (local, global), whether particles termi-
nate their search when they discover a vulnerability, which we referred to as
particle termination (PT), and whether the best particle, g, used for updating
a particular particle is randomly selected or is the best particle with the lowest
index (this only applies to those swarms that use a global neighborhood). This
distinction is denoted, RB, for random best. The particles are arranged in a
ring topology with a local neighborhood for a particle consisting of the particles
adjacent to it. Table 1 shows the distinctions in terms of neighbohood, PT, and
RB.

Table 1. The Distinctions of the Swarm-Based GRTs in Terms of Neighborhood, PT,
and RB

Alg Neighborhood PT RB
SW0 local no no

SW0+ local yes no
SW1 global no no
SW2 global no yes
SW3 global yes no
SW4 global yes yes

5 Training and Test Sets

Our training and test sets were obtained from the 1998 MIT Lincoln Lab data.
The Lincoln Lab data represents 35 days of simulated network traffic for a Class
B network. To obtain a host-based set, we extracted packets involving host
172.16.112.50 only. From this data, we converted each packet into data triples
and filtered out all duplicates and data triples involving port 80. The ports were
mapped into 70 distinct ports according to [11]. We then extracted the normal
traffic to form the training set. Our final training set consisted of 112 self data
triples. Our AISs were trained on approximately 80% of the training set, 89 self
data triples. The other 23 self data triples were used to test for false positives
(type I errors). Our test set consisted of all attacks launched during the 35 day
period. This test set consisted of a total of 1604 data triples.

6 Experiment

Using the above training and test sets we conducted a comparison of the seven
GRTs. Initially, an AIS was developed using a detector population size of 400.
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The training of the AIS consisted of selecting a data triple from the training set
(self set) and exposing the detector population to it. This process was repeated
400 times. After an AIS was trained, it was exposed to the test set. After the AIS
was developed, each GRT, evolving a population of 300 malicious (‘red’) data
triples, was allowed to interact with the AIS in order to discover holes in the
system. A total of 5000 data triples were evaluated. This process was repeated
ten times.

7 Results and Conclusions

Table 2 shows the average performance of the GRTs described above in terms of
the number of total number of holes discovered, the number of duplicates, and
the number of distinct holes. The ten AIS-based IDSs had an average detection
rate of 0.747 with an average false positive rate of 0.4.

In Table 2, one can see that the GA outperforms all of the swarms with
respect to number of holes and distinct number of holes discovered. Of the six
swarms, SW0+ has the next overall best performance. This shows that ter-
minating the motion of a particle once it has discovered a hole improves the
performance of swarm search. When a particle is terminated it allows other par-
ticles in the swarm to have an increased number of trials. One can see in Table 2
that the swarms that used PT found a greater number of holes than those that
did not; however, these swarms also had the greatest number of duplicates as
well. Our results also show that those swarms that used a local neighborhood
outperformed those that used a global neighborhood. In this study, the use of
RB did not seem to provide a performance improvement.

Table 2. Comparison of the Seven GRTs on the 10 AIS-Based IDSs with an Average
Detection Rate of 0.747 and an Average False Positive Rate of 0.4

Alg. Holes Duplicates Distinct
GA 300.0 4.9 295.1
SW0 271.7 8.4 263.3

SW0+ 298.4 21.0 277.4
SW1 297.8 51.7 246.1
SW2 292.5 50.2 242.3
SW3 299.1 62.7 236.4
SW4 300.0 62.4 237.6

Figure 2 and 3 show the convergence rates in terms of the average fitness of
the population and the best fitness within the population of the GA, SW0, and
SW0+ GRTs. In Figure 2, the average fitness of the populations increases rapidly
from 30% to 95% within 500 evaluations (of red packets). After this point, the
algorithms slowly converge on an average fitness that is close to 100%.
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Fig. 2. Visualization of the Convergence Behavior in Terms of Average Fitness of the
GA, SW0, and SW0+ GRTs Evolving a Population Size of 300 Data Triples

Figure 3 shows the convergence rates of the GA, SW0, and SW0+ GRTs
with respect to the best fitness within a population. One can see that all of the
algorithms start with an individual in the population that is capable of evading
at least 98% of the 400 detectors. Each of the three algorithms finds their first
hole in less than 1000 evaluations.

Figures 4-6 show a 3D visualization of the holes where the x-axis reprents
the network, the y-axis represents the host and the z-axis represents the port.
In this visualization we assume that the red packets are coming from a Class
B network. In Figure 4-6, one can see that the GA and the swarms have a
completely different search behavior. The GA tends to find solutions in clusters
while the swarms seem to discover holes at the boundaries of the search space.
This is interesting because based on our representation of a detector (constraint
based intervals) the extreme values of source and host IP addresses and extreme
values of port numbers are the hardest to cover. Based on the Figures 5 and 6
one can conclude that a better form of detector would one that uses wrap around
intervals. This is a direction for future research. The results seen in Figures 4-6
suggest the possibility that a hybrid GA/PSO algorithm, one which we refer to
as a genetic swarm, may be more effective than either GA or PSO alone. This
is also a direction for future research.
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